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Embedded software is deployed in billions of devices worldwide, including in safety-sensitive systems like
medical devices and autonomous vehicles. Defects in embedded software can have severe consequences. Many
embedded software products incorporate Open-Source Embedded Software (EMBOSS), so it is important
for EMBOSS engineers to use appropriate mechanisms to avoid defects. One of the common security practices is
to use Static Application Security Testing (SAST) tools, which help identify commonly occurring vulnerabilities.
Existing research related to SAST tools focuses mainly on regular (or non-embedded) software. There is a lack
of knowledge about the use of SAST tools in embedded software. Furthermore, embedded software greatly
differs from regular software in terms of semantics, software organization, coding practices, and build setup.
All of these factors influence SAST tools and could potentially affect their usage.

In this experience paper, we report on a large-scale empirical study of SAST in EMBOSS repositories.
We collected a corpus of 258 of the most popular EMBOSS projects, and then measured their use of SAST
tools via program analysis and a survey (N=25) of their developers. Advanced SAST tools are rarely used —
only 3% of projects go beyond trivial compiler analyses. Developers cited the perception of ineffectiveness
and false positives as reasons for limited adoption. Motivated by this deficit, we applied the state-of-the-
art (SOTA) CopeQL SAST tool and measured its ease of use and actual effectiveness. Across the 258 projects,
CopEeQL reported 709 true defects with a false positive rate of 34%. There were 535 (75%) likely security
vulnerabilities, including in major projects maintained by Microsoft, Amazon, and the Apache Foundation.
EMBOSS engineers have confirmed 376 (53%) of these defects, mainly by accepting our pull requests. Two
CVEs were issued. Based on these results, we proposed pull requests to include our workflows as part
of EMBOSS Continuous Integration (CI) pipelines, 37 (71% of active repositories) of these are already merged.
In summary, we urge EMBOSS engineers to adopt the current generation of SAST tools, which offer low false
positive rates and are effective at finding security-relevant defects.
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1 Introduction

Societies rely on embedded systems and IoT devices in our transportation [5], traffic manage-
ment [92], resource distribution [78, 83], homes [8], and in many other ways [4]. The Embedded
Software (EmS) that enables these devices must be free of vulnerabilities. Such vulnerabilities have
far-reaching consequences [15, 23, 70, 76, 105] due to the pervasive and interconnected nature
of embedded devices. Additionally, Open-Source Software (OSS) plays an important role in EmS
development [10, 41, 63]. For instance, FreeRTOS [19] and Zephyr [94], two of the most pop-
ular and industry-endorsed Real Time Operating Systems (RTOSes), are open-source. Previous
studies [12, 87] show that Open-Source Embedded Software (EMBOSS) are riddled with security
vulnerabilities, specifically memory safety issues.

Several static and dynamic analysis-based tools exist for vulnerability detection. Dynamic anal-
yses, such as fuzzing [67], are known to be effective at precise vulnerability detection. However,
applying these techniques to embedded systems is challenging [74, 102] because of their close
interaction with hardware and its diversity. Static analysis techniques, specifically SAST tools,
are best suited as they do not need to execute the embedded software or EMBOSS. On the other
hand, most existing works [53, 77, 82, 85] on evaluating SAST tools focus on traditional (i.e., non-
embedded) software. However, embedded software differs from traditional software in organization,
architecture, build system, and toolchains [102]. What would be the effectiveness of SAST tools on
EMBOSS?

In this experience paper, we present the first empirical study on the use of SAST tools to detect
security vulnerabilities in EMBOSS. For our study, we curated a corpus of 258 popular EMBOSS
projects from GitHub. We used this corpus for the three phases of our investigation.

(1) Measuring the use of SAST in EMBOSS: First, we combined automated analysis of CI
workflows from the corpus and a survey of the project developers to understand the prevalence
of SAST usage. We found that only 10 (4%) projects use explicit SAST tools as part of their CI
workflows. Developers of the remaining projects are aware of SAST tools but do not use them
on EMBOSS projects as they believe that the effectiveness of SAST tools on their repositories is
low. It is unclear whether this belief is accurate.

(2) Selecting and Configuring a SAST Tool: Next, to fill this knowledge gap, we aim to
understand the effectiveness of SAST on EMBOSS. We conducted a preliminary analysis and found
that the CopeEQL was the most effective available SAST tool. First, the default setup of CobEQL
(that works well for traditional software) failed on EMBOSS repositories. Furthermore, the default
analysis resulted in a lot of false positives. We tackled this by manually (with minimal engineering
effort) creating CI workflows enabling the execution of CopEQL on EMBOSS repositories. Second,
the default analyses queries of CopEQL resulted in a lot of false positives. We tackled this by
filtering out certain queries and modifying relevant queries.

(3) Measuring the effectiveness of SAST in EMBOSS: We executed our CI workflows with
modified CopeQL queries and found a total of 709 defects, with 535 (75%) being security vulner-
abilities. On a per-report basis, CoDEQL exhibits a false positive rate of 34%, but this is due to a
few outlier rules and projects. For most studied repositories, the false positive rates were low. We
reported 586 of defects we found. Developers have already confirmed 376 (53%) of these defects,
mainly by accepting our patches. We also raised pull requests to 129 EMBOSS, integrating our
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manually created workflows (enabling running CopeQL) into their CI pipeline, out of which 37

(71% (Active) and 29% (Total)) are already accepted. We hope that our findings: (1) provide evidence

of the effectiveness of SAST tool on EMBOSS repositories; (2) encourage EMBOSS developers to

adopt SAST tools; and (3) motivate researchers to work on techniques to automatically integrate

SAST tools in CI workflows.

In summary, this experience report contributes:

o (Empirical Study) We presented the first study on the prevalence, challenges, and effectiveness
of using SAST tools in EMBOSS, via automated and manual analysis and a developer study.

o (Lessons Learned) We summarize our experience in four lessons learned (§6), capturing our
experiences using a SOTA SAST tool, finding hundreds of defects, reporting them, and integrating
the SAST tool in the CI pipeline of EMBOSS repositories.

o (Dataset) We curated and categorized a list of 258 major EMBOSS projects, accompanied by
GitHub workflows for compilation to permit the execution of static and dynamic analysis tools.
This is the first large-scale embedded software dataset with compilation infrastructure.

¢ (Impact) Using off-the-shelf CodeQL queries on these workflows, we identified a total of 709
defects (535 (75%) security vulnerabilities) across this dataset, including projects maintained by the
Apache Foundation, Microsoft, and Amazon. We reported 586 of these defects, of which developers
confirmed 376 (53%) of them. We also raised pull requests to 129 projects to integrate CODEQL
workflows in their CI pipelines, of which 37 are accepted.

Significance for software engineering: Empirical software security research has a substantial body
of knowledge on open-source software, but has focused on IT or general-purpose software. We
report on a large-scale experience of applying static analysis to open-source embedded software.
Across 258 EMBOSS repositories, the CoDEQL SAST tool finds hundreds of defects with low false
positive rates in the majority of repositories. Motivated by this knowledge, we recommend that
EMBOSS software developers use this tool to easily improve software quality.

2 Background

Here we define Open-Source Embedded Software (EMBOSS) and Dynamic and Static Application
Security Testing (SAST).

2.1 Open-Source Embedded Software (EMBOSS)

2.1.1 Definition of Embedded Software and EMBOSS. Embedded software is designed to run on
embedded systems, ranging from industrial controllers [22] to IoT devices with resource-constrained
microcontrollers [8].

Open-Source Software (OSS) is an essential part of the software supply chain of embedded
software applications. A considerable proportion of software products incorporate open-source
software in order to reduce costs and develop more competitive products [10]. Application devel-
opers re-use many kinds of EMBOSS, but a particularly common dependency is on specialized Real
Time Operating Systems (RTOSes) designed for reduced-resource environments (e.g., real-time
scheduling, low power consumption, low memory overhead). According to osrtos.com, there are
31 different RTOSes [1], with the majority (26) of them being open-source. Examples of RTOSes
include RIOT, Contiki, FreeRTOS, and Azure RTOS.

2.1.2  Measuring Project Importance. A common way to measure the importance of an open-source
project is the Open Source Security Foundation (OSSF) criticality score [17]. This score is used by
security analysts to triage security vulnerabilities when studying a large number of projects [35, 64].
A project’s importance is a number between 0 and 1 based on attributes including its popularity,
dependents, and level of activity. Ranges correspond to qualitative labels: 0.0-0.2 is considered low
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criticality, 0.2-0.4 is medium, 0.4-0.6 is high, 0.6-0.9 is critical, and above 0.9 is extremely critical.
For examples, the RTOS contiki-os has a criticality score of 0.51 (high), the RTOS Zephyr’s score is
0.81 (critical), and the Node.js runtime’s score is 0.99 (extremely critical).

2.2 Static Application Security Testing (SAST)

2.2.1 SAST vs. DAST in Embedded Software. In software security analysis, both static (SAST) and
dynamic (DAST) application security testing are necessary.

In the context of embedded systems, dynamic analysis (e.g., fuzzing) is more costly and sometimes
infeasible when compared to static analysis. Embedded software is coupled to hardware [74], e.g.,
using hardware-specific interfaces and custom instruction sets. Executing it on custom hardware
needs an emulator (support may be lacking [40]) or physical boards (resulting in unscalable testing).
Static Application Security Testing (SAST) tools do not require execution, making them attractive
to use on embedded software.

2.2.2 Landscape of SAST Tools. There are many open-source and commercial SAST tools. The
open-source tools vary in the underlying techniques and corresponding guarantees. There are
high-assurance tools, such as IKOS [25], that use abstract interpretation and provide soundness
guarantees. However, these tools must be properly configured with suitable abstract domains to
avoid false positives — a cumbersome process requiring a formal background. On the other hand,
there are best-effort pattern-based tools, such as cppcheck [71] and flawfinder [101], which can be
readily used but do not provide any guarantees. Several works [29, 44, 62, 73] evaluate these tools
on non-embedded software and show that they vary in precision, recall, and usability. There are
also many commercial SAST tools. Coverity is considered SOTA and allows developers to customize
the tool to reduce false positives [52], but its license forbids evaluation in research papers. Other
notable tools include Fortify [79], Checkmarx [30], and Veracode [97].

CopeQL is a SOTA [60] open-source SAST tool. CODEQL was released in 2016 by GitHub and
is maintained by Microsoft. CODEQL represents code as a relational database and uses relational
queries to find defects in the given codebase. It has several static analysis capabilities, such as control
flow analysis, data flow analysis, and taint tracking to detect security issues [18]. Furthermore, Cop-
EQL has built-in queries for common security issues (i.e., Common Weakness Enumerations (CWEs)).
Security analysts and developers have used CopeQL to find thousands of security vulnerabilities in
large and well-tested codebases including the Linux kernel [34, 45, 75]. Since CopEQL is free to
use on open-source codebases and its queries are open-source, it is a popular SAST tool within the
open-source community.

2.2.3 How SAST is Applied in Modern OSS. Continuous Integration (CI) pipelines [51] have become
ubiquitous in the modern software development lifecycle. They automate various software develop-
ment processes, such as building, testing, and deploying code. By this means, software development
has shifted towards the continuous (or near-continuous [14]) integration of changes, allowing
deployment at more rapid intervals [42]. SAST and DAST tools are often applied as part of a CI
pipeline [21, 68, 69], reflecting the “shift left” trend to assess security throughout the engineering
process rather than at fixed intervals.

On GitHub, the main open-source software platform, there are several options for CI frame-
works [37], e.g., TravisCI [31], CircleCI [32], and GitHub Actions [28]. The most popular is GitHub
Actions because of its close integration with GitHub’s platform [49]. The GitHub CI is structured
as a set of workflows associated with events. Each workflow is comprised of one or more Actions.
Our Extended Report [91] provides more detail about GitHub workflows.
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3 Motivation

Many works [53, 77, 82, 85] emphasize the importance of using SAST tools on software projects,
especially in unsafe languages such as C/C++ (which most EMBOSS repositories use). Cybersecurity
and government organizations [27, 96] also recommend the use of SAST. But no study measures
the prevalence or benefits of SAST in EMBOSS.

Existing studies [16, 29, 44, 62, 73] evaluate the effectiveness of SAST tools on non-embedded
software. Embedded software differs from traditional software in organization, architecture, build
system, and toolchains [102]. EMBOSS follows a layered organization where each layer exposes fixed
functionalities to the one above and relies on those below [89]. To enhance flexibility, inter-layer
communication uses function pointers, leading to indirect control flow transfers — a common cause
of static analysis imprecision. Additionally, EMBOSS employs an event-driven architecture with
handlers triggered by specific events (e.g., interrupts) [84]. These handlers communicate via global
objects, creating asynchronous control flows with global pointer manipulations, which challenge
flow-based static analysis. Furthermore, EMBOSS relies on diverse, non-standard build systems [89]
and exotic compilers (e.g., avr-gcc), posing engineering difficulty in applying compilation-based
SAST tools. Therefore, it is unclear how challenging it is to use existing SAST tools and how
effective they are on EMBOSS.

4 Prevalence Study

Given the potential benefits of SAST tools, we first study the prevalence of their usage in EMBOSS.
We curate a corpus of major EMBOSS from GitHub (§4.1) and other well-known sources.

4.1 Corpus of Major EMBOSS Projects

Table 1. Summary of repositories in our EMBOSS dataset, grouped by project categories. SLOC calculated
with cloc [36]. Criticality with the OSSF tool [17]. Data is as of July, 2023. The Total row gives medians across
corpus, not by category. Medians are rounded to the nearest integer.

Median Median Median

Category # Repos Example Repo GH stars SLOC Crit. Score
Hardware Access Library (HAL) 18 grbl 304 98,502 0.44
Device Drivers (DD) 10 TinyUSB 452 20,078 0.41
Network (NET) 54 contik-ng 314 36,345 0.46
Database Access Libraries (DAL) 8 tiny SQL 659 26,977 0.39
File Systems (FS) 5 littlefs 401 11,195 0.49
Parsing Utilities (PAR) 10 mjson 314 2,547 0.41
Language Support (LS) 33 micropython 479 33,389 0.42
UI Utilities (UI) 14 flutterpi 584 56,712 0.46
Embedded Applications (APP) 32 Infinitime 508 22,662 0.39
Operating Systems (OS) 42  FreeRTOS 728 409,668 0.47
Memory Management Library (MML) 4 tinyobjloader-c 242 6,206 0.34
Other General Purpose Library

for Embedded Use (GPL) 22 tinyprintf 391 12,742 0.35
Other (OT) 6 368 94,805 0.43
Total 258 406 33,545 0.43

We aim to collect a set of representative and well-engineered EMBOSS. We combine two ap-
proaches (Figure 1). First, we searched GitHub for embedded software projects (§4.1.1). Second, we
used an external index of RTOSes (§4.1.2).
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4.1.1  EMBOSS from GitHub Search. We searched

GitHub for popular embedded software on G&:b

GitHub. Specifically, we collected original (i.e.,

Filters
non-forked), active (i.e., non-archived) C/C++ Keyword: "embedded” && —
embedded software. Figure 1 shows the exact aokcalse 88 o On Gitud 84
filters for our search. The initial query yields L polE e -
~20K p‘I'O]eC.tS. We sorted them by popularity Top 250 epos l
(operationalized as the number of stars [24]) . 32 repos
and collected the top 250. We manually filtered [remove':::_:ﬂ;:ﬂ;d repos}
out 12 false positives (non-embedded reposi- 235 reposl
tories) based on their READMEs. For instance,
we filtered out a machine learning project that Emb‘fﬁ;’;‘ié{?ﬁ;{?;?;‘a“‘

had the word “embedded” in its keywords. Fig. 1. Two-pronged approach to collecting embedded

software dataset. The GitHub search (left side) was
performed on April 8,2023. The osrtos.com search (right
side) was performed on June 7, 2023.

4.1.2 EMBOSS from Index of RTOSes. Embed-
ded systems are usually powered by an RTOS,
which provides the necessary library and sched-
uling support for various application compo-
nents. We collected RTOSes from osrtos.com [1], which maintains a curated list of open-source
RTOSes. Specifically, we selected those available on GitHub with >100 stars. This resulted in a total
of 32 repositories.

4.2 Analysis of Corpus

We combined the repositories and de-duplicated them, resulting in a total of 258 unique EMBOSS
repositories. Table 1 summarizes all projects along with their fine-grained categorization (performed
manually). Most repositories are reasonably large, with a median of 33K Source Lines of Code (SLOC)
and a maximum >400K SLOC. This is similar to the project sizes examined in other studies [89].

We also measured the repositories using the OSSF criticality measure (§2.1.2). All 13 categories
have a median project with “medium” or “high” criticality score; the overall median criticality score
is 0.43 (high). This indicates that our corpus includes important projects.

4.3 Study Methodology

We examine the state of practice usage of SAST tools from two views: the use of SAST in the CI
workflows of the corpus, and a survey of the project developers in the corpus.

4.3.1  Workflow Analysis. We noticed that 42% (109/258) of the EMBOSS repositories use GitHub
workflows to build and test the underlying codebase. We automatically analyzed these workflows
to detect the use of SAST tools. Specifically, for each Action used in a workflow, we check if it is
a SAST tool by checking its category in the GitHub CI Actions marketplace. We define SAST tools
as those whose marketplace category is “code quality” or “security.” Next, we manually check every
matching Action to validate that it is indeed a SAST tool.

For workflows for which no SAST was found (248/258 of projects), we estimated whether or not
this occurred due to errors in our automated analysis, or because they indeed used no SAST. We
performed a random sampling of 20 workflows and manually checked them.

To make the measured rate of SAST usage interpretable, we performed the same measurement
on the top 5,000 OSS projects deemed “critical” and “extremely critical” according to the OpenSSF
criticality score. These projects do not target embedded contexts — none of the projects from our
corpus appear in this list.
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Results. We found that only 10 (4%) of the repositories use a sophisticated SAST tool. All of these
use free SAST tools, specifically, CopEQL. None of them use commercial SAST tools. Of the 10
repositories that use CopeQL, 7 use an out-of-date version.

By comparison to the top 5,000 OSS projects by criticality (without the embedded constraint),
we can see how small this adoption rate is. Of the top 5,000 OSS projects we examined for compari-
son, 958 (19%) use >1 SAST tools by our definition.

In our random sampling to check for false negatives in the EMBOSS measure (a random sample
of 20 projects), we found only two false negatives, i.e., 10% false negative rate. Both were due to
a level of indirection around the use of a SAST tool. RIOT-0S/RIOT runs its static tests in a Docker
container, and InfiniTimeOrg/InfiniTime runs clang-tidy in a script.

4.3.2  Developer Survey. To complement our previous workflow analysis, we conducted a developer
survey under the supervision of our institution’s Institutional Review Board (IRB). The survey
aimed to gather insights from projects’ maintainers about their security practices and to identify
any alternative ways in which they might use SAST tools. Our population of interest was the
maintainers of the 248 (96%) of projects that do not use any SAST Actions. For each of these
projects, we collected emails of users who recently contributed and emailed them the link to our
survey. We were able to find the maintainers’ email for 104 (out of 248) projects. There were 15
questions in the survey with an anticipated time of 5 min. The full survey is in Our Extended
Report [91].

Results. We got 25 responses (24% response rate), representing 20 distinct repositories. This
response rate is comparable to that reported by other works that survey developers from GitHub
(e.g., [2, 55]). While the survey’s sample size is relatively small, it still offers valuable insights into
developers’ perspectives, and complements our quantitative measurement results for this research
question.

Years working on the project
13 4-6 >6
20% (1/5) 60% (3/5) 20% (1/5)

Low security impact |60% (3/5)

20% (5/25) SAST Tool Experience

No 20% (1/5)

Use Regularly  Aware Un Aware

20% (115) 40% (2/5) 40% (2/5)

Lack of resources

Use SAST
Tools?

89% (16/18)

90% (18/20,
o ) SAST Tool Experience

Use Regularly ~ Aware
85% (17/20) 15% (3/20)

Workflows

Yes

80% (20/25)

64% (7/11)

55% (11/20) | 1_3 oy =

25% (5/20) 25% (5/20) 50% (10/20)

27% (3/11)

18% (2/11)
Why notin |_
Workflows?

Fig. 2. Summary of our developer survey on the use of SAST tools.

50% (1/2)

|
|
|
|
|
|
|
: Years working on the project
|
|
|
|
|
|
|

73% (8/11)
Exclusively

out-of-band

50% (1/2)

Wasn't aware.

Figure 2 illustrates the responses to our survey. We discuss why developers do and do not use
SAST tools.

Use of SAST Tools. Most of the surveyed developers (80% (20/25)) claimed to be using SAST
tools. However, the most commonly used approach was enabling compiler warnings such as gcc -Wall
-Wextra, and developers considered those to be adequate SAST. Compiler warnings are not effective as
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they mainly catch simple issues and have high false negative rates. As a simple demonstration of
the weaknesses of compiler warnings as SAST, we executed gcc’s analyses on a set of test cases
from the CopeQL repository. These are simple test cases (<10 lines), each demonstrating a security
issue, e.g., using %s in scanf or passing invalid pointer types to a function call. We compiled these
test cases using a recent version of gcc (11.4.0) with strict warnings. This configuration of gcc found
issues in only 17 (21%) defect types. Some simple security issues were flagged, such as the use
of strcpy instead of strncpy. However, more complex ones were missed, such as inconsistent NULL
checks and use-after-free errors. We provide more details in Our Extended Report [91]. This shows
that current SAST practices in EMBOSS are not adequate.

Not Using SAST Tools. 20% (5/25) of the developers use no SAST tools. Most of these respon-
dents (3/5) believe the security vulnerabilities in the corresponding projects have a low impact.
However, these projects have an average OSSF criticality score of 0.43 (“high”). These developers may
underestimate the severity of security issues in their projects, in line with previous studies [61, 106].
The developers of another project reported insufficient resources (e.g., time). Unfortunately, this
project is one of the most popular (>5K stars) open-source C++ libraries for embedded systems,
with an OSSF score of >0.6 (“critical”).

A final common reason for non-SAST use was concern about their effectiveness. Five respondents
felt that using SAST tools on embedded software is questionable and might result in many false pos-
itives. This finding is consistent with previous surveys of non-embedded software developers [56].

To summarize our findings from this study of SAST prevalence in EMBOSS:

Finding 1: Sophisticated SAST tools are rarely used in EMBOSS repositories. According to our
workflow analysis, only 4% of the EMBOSS repositories do so. With the same measure, 19% of
non-embedded OSS do. Many EMBOSS repositories rely only on compiler warnings for SAST,
which fail to find many common security defects.

Finding 2: The surveyed developers are generally aware of CI workflows and use them to run
their SAST tools. When they do not use SAST, it is commonly because they believe the security
impact or effectiveness of SAST is low.

5 SOTA SAST Performance

Given the lack of SAST tool usage in EMBOSS, our aim is to understand the effectiveness of SOAT
SAST on EMBOSS.

5.1 Selection of the SOTA SAST Tools

Table 2. Comparison of the SAST tools we considered, on the Juliet benchmark and our EMBOSS dataset. The
median # of warnings is reported for repositories where the tool ran successfully (CopeQL did not produce
warnings on over half of repositories). “FEMBOSS dataset precision is estimated via sampling. The cpp-lint
performance measurement may be biased (see text).

GitHub Action SAST ‘ Juliet perf. ‘ # Repos  Failure(s) Med. # warn. Precision
david-a-wheeler/flawfinder ~ flawfinder [101] Error 176 (68%)  Invalid SARIF; Crashes 12 64/316 (20%)
cpp-linter/cpp-linter-action  cpplinter [57] Timeout 230 (89%) Timeout; Crashes 111 0/213 (0%)*
deep5050/cppcheck-action  cppcheck [80] Timeout 256 (99%)  Timeout 19 116/200 (58%)
github/codeql-action CodeQL [18] F1:0.21 74 (29%)  Autobuild failure 0 154/160 (96%)

We want to apply the best-performing open-source SAST tool that (1) has a low false posi-
tive/negative rate; (2) can be readily used on OSS repositories; (3) is stable (not pre-release), free
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(not requiring licenses), and “plug-and-play” (supports a range of compilers and does not require
knowledge of program semantics/modeling, etc.).

Competing Tools. We selected popular GitHub Actions that perform SAST on C/C++ reposito-
ries, as shown in Table 2. Selection criteria are detailed in Our Extended Report [91]. We made a
workflow for each Action to apply them uniformly to the benchmarks for comparison.

Juliet Benchmark Performance. As one measure of effectiveness, we tested these tools on the
Juliet Test Suite. The Juliet Test Suite is a labeled dataset commonly used to test SAST tools [77].
It does not focus on embedded software, so this is a measure of performance on general C/C++
code that may not reflect performance on embedded code. We used a time limit of 6 hours, the
maximum time allowed for a job on many CI platforms, such as GitHub CI [47].

The middle column of Table 2 shows the results. Most tools either errored out or timed out. Cop-
EQL completed in 40 minutes. CODEQL raised 11,101 warnings with a precision of 71% (7,904/11,101)
and a recall of 12% (7,904/65,263).!

EMBOSS Sample Performance. To obtain another vantage, we also ran the tools on the 258
repositories in our EMBOSS corpus. We needed ground truth to evaluate the precision of each tool.
CodeQL produced 471 warnings, while the others produced between 4K-200K warnings. It was
infeasible to check them all. Therefore, we randomly sampled warnings to check. Specifically, for
each tool, we randomly selected 30 repositories with < 20 warnings and manually checked each
warning for those repositories.

The final columns of Table 2 show results. CobEQL has the highest precision by far, at 96% —
unsurprising given its effectiveness on Juliet Test Suite. cppcheck and flawfinder had false positive
rates > 40%. We recorded cpp-linter as having 100% false positives. This was likely a flaw in our
sampling approach: all sampled warnings were related to compile-time issues that did not cause
cpp-linter to error out, but we expect the sampling approach caused us to only examine warnings
related to projects it struggled to compile.

Given that CopeQL is the most effective tool, we next perform a thorough evaluation of CopeQL’s
effectiveness on EMBOSS.

5.2 Effectiveness of CoDEQL

As shown in Table 2, CopeQL failed to run on 71% of EMBOSS repositories. Specifically, the
Autobuild phase of CopEQL failed to handle the diverse build setup of these repositories. We,
therefore, manually created build scripts for all repositories based on their documentation and
existing CI workflows.

Build Scripts Creation. We made the build scripts cover as much of the codebase as possible
(e.g., by compiling all example applications and all supported architecture and boards whenever
possible). We successfully created build scripts for 156 (60%) repositories. For the other 102 repos-
itories, the build instructions were either missing (17), too complex (i.e., unavailable toolchains
or dependencies) (49), or we could not get them to work (36). This manual process took ~45-60
minutes per repository.

Analysis and Configuration Details of CodeQL. CopeQL supports many suites (i.e., collec-
tions of queries). There are three built-in suites for security scanning: default, cpp-security-extended,
and cpp-security-and-quality. Each is a subset of the next, so we used the largest of these, cpp-security-
and-quality, which contains 166 queries. Despite the queries’ effectiveness on non-embedded code-
bases, Our preliminary analysis showed that (i) A few of these queries are not applicable to embedded

1'We count a reported flaw as a true positive if the reported location matches that of a ground truth bug.
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software, and (ii) The risk of corresponding defects is low because of the lack of process support
and OS abstractions. We identified nine such queries and excluded them from our analysis. Table 3
shows the list of queries and the corresponding rationale for their exclusion.

Table 3. Reasons for excluding certain CopEQL queries. “Code readability” means the query detects code
readability issues but not defects.

Query Reason for ignoring

cpp/path-injection Inapplicable

cpp/world-writable-file-creation Inapplicable

cpp/poorly-documented-function Code readability

cpp/potentially-dangerous-function? Low-risk (Lack of OS abstractions and arbitrary process support)
cpp/use-of-goto Code readability

cpp/integer-multiplication-cast-to-long  Low-risk (Most embedded device configurations are 32-bit)
cpp/comparison-with-wider-type Low-risk (Most embedded device configurations are 32-bit)
cpp/leap-year/* Low-risk

cpp/ambiguously-signed-bit-field Low-risk

Furthermore, based on initial results, we modified three queries to improve their precision and
ignore certain restrictions. First, we modified the cpp/stack-address-escape query to ignore cases of
assigning a function parameter of a pointer type to a non-local variable. This usage is commonplace
in practice and is unlikely to constitute a defect of significant concern as embedded systems
usually have a fixed memory layout. Second, we modified cpp/constant-comparison to only report
comparisons that are always false because we found that always-true comparisons are usually not
defects in the EMBOSS context. For instance, developers can be overly cautious and perform the
same check multiple times, where the second check will always be true. e.g., ... if (p != NULL)
{ ... if (p != NULL) ... }. Third, we modified cpp/uninitialized-local to eliminate false positives
caused by casting a variable explicitly to void. Developers prevalently use such casts in EMBOSS
to suppress compiler warnings on unused variables, e.g., (void) x;. CODEQL accepted this third
modification into their main repository [88]. We did not propose the first two modifications to the
CopeQL team, as they may increase the false negative rate in general-purpose software analysis
and are more appropriate as domain-specific refinements for embedded systems.

Finally, we created GitHub workflows for the 156 successfully-built repositories. These workflows
invoke the necessary build scripts and run CopeQL with the required configuration. We ran these
GitHub workflows on these 156 repositories. This produced many issues, which CopeQL divides
into errors (high-severity concerns, e.g., memory un-safety) and warnings (lower-severity issues,
e.g., code smells).

Table 4 shows the summary of our results across all repositories. We discuss the results by
answering the following research questions:

RQ1 What defects does CopeQL find in EMBOSS?
RQ2 How do results vary by EMBOSS type?

RQ3 What is the false positive rate of COoDEQL?

RQ4 How do developers respond to CoDEQL results?
RQ5 Will developers integrate CopeQL in CI pipelines?

“The query “cpp/potentially-dangerous-function” checks for calls to gmtime, localtime, ctime and asctime. These functions
are not thread-safe.
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Table 4. Summary of CopEQL results: setup, raw data, manual analysis, responsible disclosure, and workflow
integration.

Number of ... Value Number of ... Value
Setup Responsible Disclosure

Repos in dataset 258 Defects disclosed 586

Repos built 156 Defects confirmed 376

Repos analyzed 151 Security defects disclosed 433

Security defects confirmed 302

CoprQL Results Patch PRs submitted 163

Errors reported 772 Patch PRs merged (i.e., accepted) 104

Warnings reported 2,286 CVEs issued 2
Manual Analysis CopeQL SAST Workflow

Defects discovered 709 Workflow PRs submitted 129

Repos with defects 97 (64%) Workflow PRs merged 37 (71% Active)

Security defects 535 and 29% Total)

Repos with security defects 85 (56%)

5.2.1 RQI: Defects Identified by CopEQL in EM-
BOSS. We manually analyzed all CopEQL issues WM. Histogram.(Total Defects) .11 6o

o

Q

. . O

for 151 repositories (out of a possible 156). The oth- % 1007 E glcs;g(r?or:a:?ne:fi:g)DEfeCtS) L 5og

ers have a substantial number of issues, and we did f;f 80 1 —— CCDF (Security Defects) —40%

not have time to analyze them thoroughly. As re- ~I;f 60 301

ported in the Defects Discovered row of Table 4, we § 0] 0%

identified 709 defects across 97 repositories. We also E 20 ] L 10 g

distinguish the proportion of defects that can be i o 5

deemed security-relevant to understand whether 07 10 20 30 &
the studied CopeEQL query suite has security bene- # defects in a repository

fits (e.g., memory safety issues) vs. broader quality Fig. 3. Histograms (left axis) and CCDFs (right
benefits (e.g., code smells). To be conservative, we  axis) of # of total and security-relevant defects in a
define a defect as security-relevant if and only if repository. The CCDF values at 0 defects indicate
(1) the CopeQL query finding the defect contains that defects are discovered in 64% of repositories,
the security tag, or (2) the defect is clearly related to and security-relevant defects are discovered in
memory safety (e.g., null pointer dereference, out-of- 56% of repositories.

bounds read/write). There were 535 (85 repositories)

security-relevant defects, including in major projects maintained by organizations like Microsoft,
Amazon, and the Apache Foundation. EMBOSS engineers have confirmed 376 (53%) of these defects,
mainly by accepting our pull requests.

Defect Rates Per Repository. Figure 3 shows Complementary Cumulative Distribution Func-
tions (CCDFs) of the number of total defects and security defects in each repository.® The left-most
point on both the lines indicates that there are 64% (97) repositories with at least one defect, and 56%
(85) repositories with at least one security defect. The security defects line has almost the same
trend as total defects, which is consistent with our finding that a large proportion (535 out of 709,
or 75%) of the identified defects are security-relevant. Although ~90% of the repositories have less
than ten total defects, nine repositories have significantly more. Table 5 lists the top 5 repositories
with the most total defects and their criticality scores.

3A point (x, y) on a CCDF [103] line indicates that y% of repositories contain greater than x corresponding type of defects.
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Common Types of Security Table 5. Top-5 EMBOSS repositories by number of total defects

Defects. We found several classes  found.

of security defects across all repos-

o 4 Repo Criti. Score  # Total # Security
itories. Figure 4 shows the top
10 types of security-relevant de- apache/nuttx 0.69 35 24
fects [46] found al ith th g contiki-ng/contiki-ng 0.67 34 24
ects - oundalong wi € cor raysan5/raylib 0.70 33 33
responding number of defects. We ARMmbed/mbed-os 0.72 39 29
discuss three main types of secu- openlgtv/epk2extract 0.45 29 27
rity defects below. Code examples
for each type are provided in Our
Extended Report [91].
« cpp/inconsistent-null-check. This
rule identifies cases where the re- cpp/inconsistent-null-check JI : : ] 13‘5 (25%)—
turn value of a function is not ' CPP/IriiISSdinglicheck-scanf 4:|( 70)(13%) B
. cpp/uncontrolled-allocation-size | 49 (9% =
checked for nuLL, despite most cpp/unbounded-write ] 47 (9%) L
other calls to the same function cpp/wrong-type-format-argument —[TT] 41 (8%) B
K cpp/uninitialized-local {7 32 (6%) -
performmg such a check. DeV610p- cpp/offset-use-before-range-check —{[T] 21 (4%) =
: : _ cpp/overflowing-snprintf 7] 17 (3%) -
ers should con51stently validate re cpp/incorrect-allocation-error-handling —{] 15 (3%) -
turn values that may be NULL to pre- cpp/toctou-race-condition | 14 (3%) ‘ ‘ =
vent potential null pointer derefer- 0 50 100 150

ences. This rule flagged 135 such
instances. This rule detected 135

#

security-relevant defects

such instances.
« cpp/uncontrolled-allocation-size.

Fig. 4. Top-10 CodeQL queries by security-relevant defects found.

This rule detects cases where the size argument of a memory allocation function (e.g., malloc) is
computed through integer arithmetic involving potentially untrusted input (e.g., user input). If
the input takes on large values, an integer overflow [38] may occur, resulting in an allocation size
significantly smaller than intended. Subsequent buffer accesses may lead to out-of-bounds reads or
writes. This rule identified 49 such instances.

« cpp/unbounded-write. This rule detects out-of-bound write vulnerabilities. Specifically, this includes
analysis of potentially dangerous function calls (e.g., strcpy, sscanf) to check whether these are used

properly with valid arguments. This rule detected 47 vulnerabilities of potential buffer overflow.

Severity of Security Defects. The severity of a secu-
rity bug depends on its exploitability and the criticality of
the underlying software [33, 93]. Given the large number
of defects, manually assessing exploitability is intractable.
Instead, we use the OSSF criticality score (§2.1.2) of the
target repository to assess the severity of a bug. Figure 5
shows the CCDF of the severity of security defects. Specif-
ically, a point (x, y) on the line indicates y% of the defects
have severity greater than x. Approximately 50% of bugs
have a severity score of more than 0.5, which represents
high-severity repositories (§2.1.2). Specifically, ~40% of
bugs have a score of more than 0.6, representing vulnera-
bilities in critical repositories. For instance, we found an

% of security defects

100%
80%
60%
40%
20%

0%

0 02 04 06 08 1
criticality score

Fig. 5. CCDF of the severity of security de-

fects.

arbitrary write vulnerability in Mbed-TLS/mbedtls (criticality score = 0.73, Listing 1) and a use-after-
free in apache/nuttx (criticality score = 0.69, Listing 2); both of these are critical projects.
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// mbedtls/programs/ssl/ssl_mail_client.c // apache/nuttx/drivers/sensors/apds9960.c
int main(int argc, char xargv[]) { ret = register_driver(devpath,

unsigned char buf[10247; — &g_apds9960_fops, 0666, priv);

char *q = strchr(argv[1], '=') + 1; if (ret < 0) {

opt.mail_from = q; A snerr("ERROR: Failed to register driver:

len = ‘sprintf((char *) buf, "MAIL <  %d\n", ret);

— FROM:<%s>\r\n", opt.mail_from); kmm_free(priv)d;

3

} @ priv->config->irq_attach(priv->config,

Listing 1. Unbounded sprintf (‘) formats — apds9960_int_handler, priv);
attacker-controlled opt.mail_from () into the Listing 2. The memory pointed by priv is freed
fixed-size stack buffer buf, enabling a classic stack  (A\) inside the if condition. It is accessed later on,

buffer overflow. (Code is simplified for clarity.) resulting in use-after-free (@).

Common Types of Non-Security
Defects. These defects may not lead

cpp/missing-return | ] 36‘ (21%)
to security vulnerabilities but can cpp/stack-address-escape | 33 (19%) |-
. I cpp/constant-comparison | 24 (14%) -
cause functionality issues, undefined cpp/implicit-function-declaration ] 18 (10%) I
behavior, and compilation issues. For cpp/duplicate-include-guard -7 10 (6%) n
. . cpp/virtual-call-in-constructor | 9 (5%) -
instance, the rule cpp/missing-return cpp/non-member-const-no-effect 7] 8 (5%) —
detects non-void functions with no cpp/comparison-precedence {7 6 (37%) i
. A cpp/nested-loops-with-same-variable —[] 5 (3%) -
exphc1t return statement. This may cpp/unsigned-comparison-zero ] 5 (3%) ‘ ‘ -
result in undefined behavior dur- 20 40

ing runtime [59]. Similarly, the rule
cpp/virtual-call-in-constructor detects
calls to virtual functions in a construc-
tor. This also could lead to undefined
behavior as the object’s virtual table may not be completely initialized [48]. Figure 6 shows the top
ten non-security defects along with the corresponding number of defects.

# non-security-relevant defects

Fig. 6. Top-10 CodeQL queries by non-security defects found.

5.2.2 RQ2: Trends by EMBOSS Type. Figure 7 shows the number of defects found across various
repositories according to their categories. At a high level, across all categories, the number of security
defects is more than that of the number of non-security defects. Furthermore, the number of defects
is proportional to the number of repositories of the particular category (Table 1). For instance,
Network (NET), Operating Systems (OS), and Applications (APP) are the top three categories
containing the highest number of repositories (128 (50%)), and they also contain the highest number
of defects (423 (60%)). The Memory Management Libraries (MML) with the least number (4) of
repositories also have the least defects (6). Interestingly, we noticed that defect density, i.e., number
of defects per KSLOC, is non-uniform. Our Extended Report [91] provides defect distribution
per-repository and defect density across various categories of EMBOSS. In summary, APP and NET
have the highest defect densities. On the other hand, OS and HAL have the lowest densities. Our
results empirically show defect density is not uniform across different categories of EMBOSS.

5.2.3 RQ3: False Positive Rates. False positive rate analysis requires a significant amount of work,
yet false positives are also a major concern in the adoption of SAST tools. Given the large number
of repositories, we sampled 123 successfully built repositories (the 50 most starred, the 50 least
starred, and 23 randomly picked repositories) and manually categorized all issues in them into true
and false positives. A false positive means that the result does not match what the rule intends to
detect, e.g., an error for an uninitialized variable when it is actually initialized. Two analysts worked
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Fig. 7. Number of defects found in repositories of each category (defined in Table 1). On x-axis, numbers
show # repositories with > 1 defect.

for one month to analyze the results. The two analysts worked largely independently but discussed
uncertainties with each other and with the rest of the research team. All analysts and researchers
had substantial training (coursework and experience) in C/C++ programming and cybersecurity,
and we believe they were able to make correct judgments about whether or not a CopeQL issue
represented a true positive.

The overall percentages of true and false positives are 66% (1039/1577) and 34% (538/1577),
respectively. Figure 8a shows the Cumulative Distribution Function (CDF) of the false positive rates
of different rules. Specifically, a point (x, y) on a line indicates y% of the rules have false positive
rates of less than or equal to x%. Approximately 60% of the rules had no false positives, and 10% had
no true positives. This indicates that false positives are polarized, and a few rules contribute to the
majority of false positives. Specifically, 20% of rules contribute to more than 60% of false positives.
We discuss below the top four CopEQL queries contributing to false positives. Comprehensive
information on all rules contributing to false positives is provided in Our Extended Report [91].

o cpp/uninitialized-local. Dataflow analysis of CoDEQL is not path-sensitive. Some variables may
not be initialized in all paths. However, when a variable is used, certain path conditions hold,
under which it can be proved that the variable must have been initialized.

o cpp/missing-check-scanf. Developers can use switch case statements (instead of if statements) to
check the return value of scanf calls. These are valid checks but not detected by CopeQL.

o cpp/suspicious-pointer-scaling and cpp/suspicious-pointer-scaling-void. These rules detect risky
pointer arithmetic operations. However, pointer casts, and type-punning are pretty common and
unavoidable in low-level embedded system code.

o cpp/unbounded-write. strcpy is safe if the destination must be large enough. For example, devel-
opers can first use strlen to calculate the length of the source string, allocate enough memory
for the destination string, and then call strcpy.

Although the cumulative false positive rate is high (34%), it does not affect most repositories.
Figure 8b shows the CDF of % of repositories and false positive rate; we can see that ~40% of
repositories have no false positives and more than 60% of the repositories have less than 20% false
positive rate. Furthermore, the actual number of false positives is very low, as shown in Figure 8c.
Specifically, ~55% of the repositories have less than one false positive, and 90% of repositories have
less than ten false positives. These results show that the majority of EMBOSS repositories are not
affected by false positives.

5.2.4 RQ4: Developer Response on Defects Identified by CoDEQL. We responsibly disclosed all
identified defects in repositories that are actively maintained (had commits in the past three months).
We opened issues and raised pull requests with appropriate patches where possible. The bottom
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Fig. 8. CDF of the false positive rates of rules, along with CDFs of the rate and number of false positives vs.

percentage of repositories (repos).

of Table 4 summarizes the developer response. In total, 53% (376/709) of defects have been confirmed
by developers (via merging our pull requests or expressing confirmation in replies to issues).

Most of the patches were readily accepted by the developers. In a few cases, developers were
even interested in knowing the techniques we used to find the defects. For instance, developers
of an AWS-owned repository said “I'm curious how you stumbled across this — Was there some sort
of test you ran or was this something that came up during your development? I'm hoping we can
duplicate your method of discovery to add some sort of check/test to the repo.”

There were two pull requests where the developers did not choose to fix potential security
issues. They stated that although code robustness is important, they deemed reduced code size
and RAM usage to be a higher priority in their embedded software. These observations support
the conventional wisdom that software engineers (and especially engineers in embedded systems)
trade-off between security and performance [43, 50].

Although many security-relevant defects were resolved, only two Common Vulnerabilities and
Exposures (CVEs) were assigned. When we disclosed the security-relevant defects, we did not
explicitly ask the engineering teams to issue CVEs. Of the 94 repositories against which we opened
at least one security-relevant defect, only two issued CVEs for these defects: mbedtls issued CVE-
2023-29472, and contiki-ng issued CVE-2023-30546. We eventually followed up on our 77 reports of
defects to the 10 most popular repositories (by GitHub stars) to inquire whether CVEs were being
prepared. Two of the engineering teams replied suggesting that we email their security teams — we
did so, but received no response. The other eight teams did not respond. Our research supports the
observation of prior work [65], that security defects are often fixed “silently”, without tracking via
aCVE.*

5.2.5 RQ5: Developer Response on Integrating CopEQL Workflows. We opened pull requests to
integrate our ConEQL scanning workflows into the CI pipeline of the projects. This would have
the effect of using CopeQL’s SAST to check all subsequent pull requests. We measured the number
of merged pull requests and the kinds of replies made by the developers. An example pull request
is given in Our Extended Report [91].

We raised 129 pull requests to integrate our CopEQL workflows into the corresponding projects.
We did not submit some pull requests as the repositories do not accept external contributions, e.g.,
Microsoft Azure. In addition, some of our workflows became out of date due to concurrent changes
in the project’s build process. Our Extended Report [91] shows our pull request. We received

4With the recent threat to funding for the CVE system [86, 99], this finding provides further evidence that CVEs may not be
the best metric for assessing the impact of a work.
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responses for 52 of our pull requests, of which 37 were merged (71% acceptance rate for responses,
29% acceptance rate overall).

Accepted Requests. Most of the developers readily accepted our workflow. In a few cases (3),
we had to make syntactic adjustments to our workflow according to the repository coding practices.
Few developers (2) had concerns of the effectiveness of CopEQL. When asked, we pointed to the
defects we identified as evidence. Interestingly, one developer surveyed their friends on X (formerly
Twitter) for opinions about CopeQL, before accepting our pull request.

Closed Requests. Several developers (7) closed our pull requests, assuming that these were
generated by bots. We contacted them again to clarify that we were not bots but received no
response. A few developers (3) mentioned that they do not have enough resources to handle the
alerts raised by ConpeQL. A few developers (2) mentioned concerns about licensing.

In summary, this part of our investigation yielded the following findings:

Finding 3 (RQ1): CopeQL finds hundreds of real defects in the studied EMBOSS repositories,

including in repositories maintained by reputable organizations like Amazon and Microsoft.

Finding 4 (RQ2): Defect density (defects per SLOC) is not uniform across different categories

of EMBOSS. Some categories of projects (e.g., APP and NET) are more likely to contain defects

than others (e.g., OS and HAL).

Finding 5 (RQ3): CopeQL has a false positive rate of 34% in the 123 sampled repositories.

However, false positives are polarized, i.e., a few rules contribute to the majority of false positives.

Finding 6 (RQ3): Although the overall false positive rate is high, it has minimal impact

on EMBOSS repositories: ~40% of repositories have no false positives, ~55% of the repositories

have < 1 false positive, and 90% of repositories have < 10 false positives.

Finding 7 (RQ4): Developers readily accept fixes for defects identified by CopEQL — demon-

strating that they care about these defects.

Finding 8 (RQ5): Many EMBOSS developers are willing to integrate the CodeQL SAST into

their projects’ Cl as a GitHub workflow, provided that someone else (our research team) prepares,

validates and explains the workflow for them.

Finding 9: A default Autobuild fails on many EMBOSS projects. However, producing a cus-
tomized build suitable for CopeQL takes minimal engineering effort for developers.

6 Lessons Learned
We summarize our experiences in four lessons on using SAST in EMBOSS.

(Lesson 1) EMBOSS can benefit from SAST: Despite developers’ misgivings about the
effectiveness of SAST on EMBOSS, we found many security defects (535) across various embedded
software by using an existing SAST tool. Developers acknowledged and fixed most of the security
defects (70%) found by SAST tools, which shows that SAST tools can find important defects. Since
many of these repositories (96%) did not use SAST tools, it is perhaps unsurprising that they
were rife with defects that SAST can detect. Nevertheless, evidence of this is important to push
the EMBOSS engineering community toward more responsible engineering practice.

(Lesson 2) Developers are willing to adopting SAST in EMBOSS Repositories: Several
developers accepted our pull requests (71% (Active) and 29% (Total)) to integrate a SAST tool
(i.e., CopEQL) into their CI pipeline. Our pull request was well-formatted and included all the
necessary details along with evidence of CopeQL’s effectiveness. Specifically, we included the
examples of the defects found by CopeQL in the corresponding repository. Furthermore, there
was not much persuasion needed to accept our pull requests. We draw two sub-lessons here.
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First, engineers can easily integrate SAST tool into EMBOSS repositories — the pull request is
not too complex and can be done without much project-specific expertise. Second, engineers will
accept contributions from researchers, provided the contributions come with a demonstration of
effectiveness (i.e., an acceptable cost-benefit tradeoff).

(Lesson 3) SAST tool developers should consider the properties of EMBOSS: Our experi-
ence shows that certain SAST queries, which are effective on traditional (non-embedded) codebases,
might be ineffective or inapplicable for embedded codebases. We therefore recommend that SAST
tool developers take the characteristics of embedded codebases into consideration while evaluating
their tool design decisions. Part of our contribution is a set of modifications and configurations of
CobpEeQL queries that demonstrate the kinds of changes that are needed.

(Lesson 4) We need more best-effort defect detection techniques for EMBOSS: We were
able to find a large number of defects (709), including security vulnerabilities (535), in EMBOSS
repositories by just using an off-the-shelf SAST tool. Our results complement a recent work [12] that
used simple systematic testing to find several severe security issues in popular EMBOSS network
stacks. These works provide strong evidence that the EMBOSS engineering community should
investigate the potential of integrating simple or best-effort defect detection techniques.

7 Future Work

Developers accepted our pull requests to integrate a SAST tool (i.e., CopEQL) into their CI pipeline.
However, this required manual effort (although minimal) to identify the build setup, create a CI
workflow, and raise the pull request. As part of our future work, we plan to automate this process by
using Large Language Models (LLMs) assisted techniques [107]. To further encourage the adoption
of SAST tools, we plan to create rewards badges (such as the OpenSSF Best Practices Badge [95]),
or public recognition for projects that demonstrate the successful use of SAST tools in finding
and fixing vulnerabilities. We also plan to create tutorials, workshops, and documentation that
showcase the effectiveness of SAST tools in identifying real-world vulnerabilities that can help
EMBOSS developers better understand their value.

8 Limitations and Threats to Validity

Like any empirical study, our study has a range of limitations. We distinguish three types of threats
to validity [104]. Guided by Verdecchia et al., we focus on substantive threats that might influence
our findings [98].

Construct Threats are potential limitations of how we operationalized concepts. We scope the
construct of security vulnerabilities to those detectable by the SAST tools from the GitHub Mar-
ketplace, particularly those captured by CopeQL queries with the security tag or those associated
with memory safety. Other classes of security vulnerabilities, and other kinds of software defects,
are beyond the scope of our work.

Internal threats are those that affect cause-effect relationships. This work was primarily a
measurement study, which does not involve causal inferences. However, our motivation stemmed
in part from the observation that many EMBOSS projects do not use SAST, and that the surveyed
developers often cited the perceived complexity and noisiness of applying SAST. Our measurements
are thus useful in shaping software engineering practice only insofar as these statements are truthful.

External threats may impact generalizability. Here is where most of the threats are.

e Focus on free SAST tools: We applied SAST tools available in the GitHub Marketplace to the
open-source embedded software available on GitHub. Our results may not generalize to other
SAST tools, particularly commercial ones such as Coverity and Sonar.
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o Focus on EMBOSS: Our results may not generalize to other embedded software, particularly
commercial embedded software, to which costly techniques such as formal methods may
have been applied [11, 13]. To shed some light on this threat, in our analysis, we showed that a
SAST tool (i.e., CoDEQL) was still able to find defects in commercially-developed open-source
software, such as Amazon’s aws/aws-iot-device-sdk-embedded-C (which uses the commercial
Coverity SAST tool).

e Scoping to GitHub: Our study may suffer from data collection bias as we focus on projects
and SAST tools available on GitHub. There could be other EMBOSS projects (e.g., in BitBucket)
and tools on which our observations may not hold. We tried to avoid this by collecting diverse
projects with varying sizes.

e Limited developer study: Given the low number of responses, the observations from our
developer study (§4.3.2) may not generalize to other EMBOSS repositories. As a modest
mitigation, we note that the response rate was consistent with other surveys of GitHub
developers [2, 55].

9 Related Work

Earlier we discussed directly related work. Here we compare broadly.

Embedded Operating Systems and Frameworks: Al-Boghdady et al. [3] conducted a thorough
analysis of four IoT Operating Systems, namely RIOT, Contiki, FreeRTOS, and Amazon FreeRTOS.
Their results indicated an increasing trend in the number of security errors over time. Others agreed:
Alnaeli et al. [6, 7] reported a rise in unsafe statements in Contiki and TinyOS, and McBride et
al. [72] found increasing error rates in Contiki. Malik et al. [66] shed some light on root causes,
noting that the complex behaviors of embedded devices are challenging to validate internally. Our
work encompasses these OSes and includes a wider range of embedded software, leading to a
broader view of the state of EMBOSS.

Other Analyses of Embedded Systems: Embedded software has been studied for decades. We
highlight a few recent analyses. Peng et al. [81] proposed a CI environment to improve the efficiency
and quality of software development in the nuclear power industry. The XANDAR project [39]
combines a model-based toolchain and hypervisor-based runtime architecture to create embedded
software systems with safety, security, and real-time properties. Bagheri et al. [20] proposed a
method for automatically generating assurance cases for software certification. Jia et al. [54] used
control and data flow analysis to find malicious behavior in IoT applications. Celik et al’s SOTERIA
system [26] combines static analysis and model checking to find security and safety violations in
IoT software. Complementing these studies, we focused on static analysis for embedded software
to understand current practices, challenges, and opportunities.

Developers’ Perspectives on SAST Tools: For SAST, many works have examined the factors
hindering or spurring adoption. Johnson et al. [56] found that false positives and (non-)usability of
warnings are barriers. More recently, Ami et al. [9] interviewed 20 practitioners and found that
they considered these tools to be highly beneficial complements to manual analysis. Among the
challenges faced by developers, the significant pain points were false negatives, the absence of
meaningful alert messages, and the effort required for configuration and integration. Wadhams et
al. [100] identified false positives, poor output, time-consuming setup, and manual effort for fixes
as the primary barriers to SAST adoption. They emphasized that both developers and SAST tool
creators have distinct yet equally crucial roles in promoting the widespread use of SAST. Our study
revealed slightly different findings. In addition to false positives, developers were unaware of the
effectiveness of SAST tools on embedded software.
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In terms of tool performance, Lenarduzzi et al. have questioned the tools’ capabilities [58],
comparing six SAST tools for Java and finding little agreement among them as well as low precision.
Our experience contrasts with their findings. Our experiments with CobEQL demonstrate that SAST
tools are highly capable of identifying vulnerabilities within the EMBOSS context. We were able to
easily (with minimal engineering effort) configure and integrate CopeQL in EMBOSS repositories.
The alert messages were displayed in SARIF format and were easy to understand and evaluate.

10 Conclusions

We evaluated the usage and effectiveness of SAST in EMBOSS. Across 258 open-source embedded
software projects, the CopEQL SAST tool found 709 defects (with a false positive rate of 34%), 376
of which have been confirmed. These included 302 defects that were security vulnerabilities such
as crashes and memory corruption. False positives were mainly caused by a few outlier CopEQL
rules and projects. For the majority of repositories studied, the false positive rates were low. We
also raised pull requests to incorporate our CopEQL workflows as part of EMBOSS CI pipeline,
out of which 37 (71% (Active) and 29% (Total)) are already accepted. We conclude that the current
generation of static analysis tools, exemplified by CopEQL, has overcome concerns about false
positives and can be easily incorporated into embedded software projects. If engineers adopted
these tools, many security vulnerabilities would be prevented. Future research should push the
bounds of vulnerability discovery, but we call for efforts to promote adoption of existing tools.

11 Research Ethics

In the conduct of this study, we upheld two ethical duties: the responsible conduct of research on
human subjects, and the appropriate handling of cybersecurity vulnerabilities.

Ethics for human-subjects research: Studies of human subjects must offer a favorable risk-
reward tradeoff. Our study included a human-subjects study: we surveyed EMBOSS software
engineers. The possible risk to our subjects was professional scrutiny based on following (or not
following) best practices in software engineering such as using SAST. The benefit is an increased
awareness of the available SAST tools and their performance, which may benefit them directly, as
well as those who depend on their software, and the broader EMBOSS community.

This study was conducted with the approval of our institution’s Institutional Review Board (IRB).

Ethics for cybersecurity vulnerabilities: The ethical duty for handling cybersecurity vul-
nerabilities requires responsible disclosure to protect users and systems by informing relevant
parties about identified security risks in a timely manner. Responsible disclosure typically follows
one of two models: Coordinated Vulnerability Disclosure (CVD) or Full Disclosure. CVD involves
informing the responsible parties first, allowing them time to address the issue before publicizing
the vulnerability. Full Disclosure, in contrast, is the practice of publishing vulnerability analyses as
soon as possible, without a private coordination period with the affected project or organization.

Since we identified vulnerabilities without associated exploits, and these vulnerabilities could
be found by anyone applying a SOTA tool, we determined that secrecy was not necessary. We
therefore adopted the Full Disclosure approach by opening public issues or pull requests with
patches for the identified vulnerabilities, as detailed in §5.2.4. By supplying a patch alongside the
vulnerability report, we actively mitigated the risk to users by making it easier for maintainers to
address the issue promptly. EMBOSS engineers frequently fixed the vulnerabilities we identified,
and none raised concerns that our public reporting was unethical.
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Data Availability

All project data are available at https://github.com/purs3lab/ISSTA-2025-EMBOSS- Artifact and
[90].
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